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INTRODUCTION 

It is very clear that more and more administrators at the institutional and government level will want to have the benefit from the widely claimed, often over-emphasized  advantage and unrealistic simplicity of using computer-generated bibliometric, scientometric and informetric indicators  in decisions related to tenure, promotion and grant applications, or for getting league lists of competing journals, departments, institutions and countries by scholarly publishing productivity and impact. Librarians and other information professionals in academic and special libraries, research and teaching  faculty at colleges and universities offering master and doctoral degrees will be required  to produce mountains of indicators to evaluate the quality of their research – well before they recover from the potentially useful but very time-consuming processes involved in the  much in vogue strategic planning cycles.  
The UK has had far the most intensive and extensive use of RAE (Research Evaluation Exercises), that started in the mid 1980s, and completed its fourth round in 2008. Other countries Australia, New Zealand,  the Netherlands and Norway had more limited exercises. Additional  countries/territories (Taiwan, Hong Kong, South Korea, and Singapore are likely to introduce similar evaluation of research activities). Reading  about the purportedly relative ease, and low (human) cost of using the cited reference enhanced databases, it is quite likely that more and more administrators will request librarians and other information professionals to churn out metrics-based research evaluation ranking lists  about individuals, departments, and colleges. 
BACKGROUND
The findings of a large scale research project -reported in two recent papers (Norris and Oppenheim, 2010, and Li et  al., 2010) -were analyzed from the practitioner’s perspective about the procedures involved in calculating the indicator values and the ranks and ratings.  This was done with the purpose of playing the devil’s advocate, contemplating the reservations and arguments of those who do not want to use metrics based on database searches. 

There was an expert panel of  42 information specialists and editors of LIS journals covered by the Journal Citations Report of Thomson-Reuters. They ranked the sample of 101 LIS academics from the UK (40), the USA (31), and the rest of the world (30) who were selected for the sample through a well-documented filtering process. The panel members used a 5-point scale from 0 to 4 (from below nationally recognizable level of  publication quality to “world leading quality in terms of originality, significance and rigor”) to assign a grade to those known to them (except themselves).  
In addition to the precious, very time consuming data compilation and results interpretation that were also done  in the subject areas of Anthropology and Pharmacy (to use the Unit of Assessment terminology of RAE), the two papers have comprehensive bibliographies on the subject matter, and provide  informative overview of the negative and positive results of several earlier studies about the correlation between rankings based on peer assessment and various traditional bibliometric indicators (Holmes and Oppenheim, 2001, Norris and Oppenheim, 2003, Bence and Oppenheim, 2004,  Oppenheim, 1995, 1996, 1997, Oppenheim and Stuart, 2004, Moed, 2008). 
It added special value to this project that its results can be compared at least partially to the findings of the three earlier RAEs (although its grade classes  have changed), as well as to some of the  other ranking lists in library and information management areas (Seng and Willett, 1995, Sanderson, 2008, Cronin and Meho, 2006, Adkins and Budd, 2006, Oppenheim, 2007. 
The first paper (Norris and Oppenheim, 2010) reported the basic h and g index scores  (called hA and gA) using the General Search mode of Web of Science limited to the time span of 1996-2008, searching by combinations of variations  of the last name and initials, such as Borgman C OR Borgman CL. This was followed by searching for the mis-citations and the references to papers from journals and conference proceedings not covered by Web of Science. These are what I refer to as stray references and orphan references (Jacso, 2008a and Jacso, 2008f). The stray references were presumably assigned to the appropriate master records. For the orphan references  pseudo-master records were created (again, presumably) as long as they were citing journal articles, review papers, conference papers, and three document types that are not covered by WoS as source documents, such as books, book chapters, and technical reports. This yielded the enhanced h-index and g-index (referred to as hB and gB). Finally, through the removal of self-citations from the hB and gB scores, the hC and gC scores were calculated. 

The second paper (Li  et al, 2010) presents the hA and gA scores from Wos, Sopus and Google Scholar without applying time limit, along with the recently introduced, and confusingly named  H-index (Randic, 2009), as well as the hA, gA and the HA scores from Web of Science – limited to the 1996-2008 time period. 
I am in favor of using metrics-based evaluation. I have spent much time exploring, writing and talking about  the strengths and weaknesses  of the cited reference enhanced multidisciplinary databases (Web of Science, Scopus, Google Scholar) and subject-specific databases: PsycINFO, EconLit, CiteSeer, and the overall feasibility of metrics-based ranking (Jacso, 2006, Jacso, 2008b, 2008c, 2008d, 2008e). Others have also tested two or three of these databases (Meho and Rogers, 2008, Meho and Sugimoto, 2009). However, because of the shortcomings of these special databases for evaluating individual researchers (as opposed to citation-based subject searching), I am also very much against  replacing peer-based evaluation by bibliometric, scientometric and/or informetric indicators in ranking individual researchers, groups of researchers, institutions and countries by the traditional bibliometric indicators (total number of citations, average number of citations per publications), and the new ones alone that combine the quantitative and qualitative measures in a single number, such as the original  h-index and its many, increasingly more refined variants.

Beyond the currently serious limitations of the cited reference enhanced databases  for  research evaluation (especially at the individual level), I have also concerns about the level of search skill and the time needed from librarians and other information professionals to engage –possibly only in their lunch breaks- in the very time consuming and sophisticated  procedures to clean up and enhance the raw data produced automatically by the databases mentioned above.
The authors of these two papers are not average information professionals. They are  experienced in citation analysis, information retrieval, data analysis and data interpretation, and had a well-deserved research fund. In my experience, Charles Oppenheim himself  is the topmost  academic who has studied and criticized  the most  the limitations of both the RAE ratings in their 25-year history, and the trials and tribulations of doing exhaustive author name searching in the citation indexes of Thomson-Reuters on the Dialog and Web of Knowledge platforms, in Scopus and in Google Scholar (Norris and Oppenheim, 2007). Still, even such a highly qualified group can leave some methodological issues unexplained,  make mistakes in the search process and/or in the compilation of data and/or in the data entry process. 
I can relate to these shortcomings, as I do make mistakes in my calculations, I do miss one or more variations of the name of authors, institutions, and country names, I don’t always explain clearly my arguments, and I don’t recognize these after the umpteenth review of my final manuscripts. Fortunately, peer reviewers, editors, and copy editors spot most of these, and ask for clarifications and corrections. I am playing the devil’s advocate from this perspective, with the purpose of suggesting to the authors to extend this worthy project to refine and clarify some of the procedures and to create a detailed, richly  illustrated guide/case study  (way beyond the limits of journal articles) for librarians and other information professionals who can run but can’t hide from doing metrics-based evaluation in the very near future. 
The devil is in the details

There are some procedures which may have been obvious for the authors, but may not be clear for the readers. One of them is the restriction of the journal editors in the expert panel to journals covered by JCR. Editors of journals covered by Scopus but not by WoS and the JCR, such as D-Lib Magazine, Journal of Electronic Publishing, Journal of European Information Systems, or Journal of Digital Information, would certainly provide a better balanced expertise. 

Another issue is the quintessential calculation of the 42 experts’ grading of the 101 academics to arrive at the median worldwide rank of the grades from the  experts in the UK (B-group), USA (A-group) and the other countries (O-group). They calculated this W median from the average of the grades received from the experts in three regions, and use an example to illustrate the point by saying that “Judith Bar-Ilan’s ratings were 2 (for the whole panel, denoted by W), 4, 2.5, and 2 (for the B, A and O experts)”. This may be perhaps a kind of “weighted median” as the regular median should be 2.5. 
I had 24 cases where my median was different from those given in the papers, and the range was from 0.5 to 2.5. The largest differences occurred with Huntington whose W value is reported to be 2.5 (with a 2.5 score from the British expert and 0 from the USA and Other countries’ experts. Meyer showed an identical pattern). In both cases my median value was 0. Given the narrow range, even the smaller differences matter in determining the correlation rates between the ranks by experts versus metrics. 

These differences in the W median values may be related to the handling of those situations when the expert was not familiar with the publications of the academics, and did not choose any of the 5 grades. It is not clear from the results what was the total number of expert grades given to the 101 academics, and how the no-grade situations were handled. 
The first paper (Norris and Oppenheim, 2010) does not include in the tables the grades assigned by the experts, but these can be transferred from the second paper’s tables. I created a joint spreadsheet from the major tables of the two papers to have a global view across the scores and ranks by the peers and by all the metrics. The meshing of the data is not that simple as it may seem, because the sequence number identifying the authors are not identical after sorting the tables by author names. 
The first oddity  is that many of the authors appear with different first and middle initial(s) combination in the two papers’ main tables, so the mashing cannot be automated without unifying the name formats for the tables. This is unrelated to the number of variations of the last name and initial(s) combination of the academics that must be searched for sake of a reasonably exhaustive query). There are about a dozen names that appear in different formats in the main tables of the two papers, such as Vaughan, L vs Vaughan, LW, Raper JF vs Raper J, Enser PGB vs Enser P. Beyond the above mentioned inconvenience, these inconsistencies also may raise the question how consistently were all the variants searched. 
More problematic is the fact that apparently different software programs were used for sorting the main tables in the two papers. One can apply sophisticated filing rules (as is possible in the superb CDS/ISIS program of Unesco), filing names starting with Mc as Mac, so that McCain, McClure and Mc Knight precede –alphabetically- Marchionini. It is also possible to   ignore (but display) prefixes for the filing, so that Van Rijsbergen is preceded in the alphabetized list by Raper, and  followed by Robertson (but this filing rule is not used consistently even in the same table so Van House, Van Leeuwen, Van Raan follow Vakkari, and they are followed by Warner).  
In the other paper plain sorting is used, so all the academics with the Van or van prefixes are cheek to cheek.  Nothing explains, however, how can Marcella, R   be preceded –alphabetically- by Marchionini, G. These are not cataloging nuances but important issues in meshing files, using the VLOOKUP function of Excel or its equivalent in other software.  

[image: image1.jpg]Author Rank H(A) Author Rank H(B) Author Rank  H(C)

Willett, P 1 30 Willett, P 1027 Willett, P 127
Spink, A 2 18 Thelwall, M 2 2 Spink, A 2 18
3 17 SpinkA 3 20 Glanzel W 3 15

JhelwallM 317 ~ ClaneelW 4 17 A vanRaanAH — 413




Figure 1. Excerpts from the table in the Norris and Oppenheim, 2010 paper
There are some obvious errors in the major table. The most prominent are the ones that relate to the academic, Peter Willett  who ranks by every metric score as No. 1 and thus appears on the top of the list. His hA score is 30 (an exceptionally high score in the LIS subfield),  and his hB score that is an enhanced version of hA by virtue of including matched-up  stray references as well as orphan references, is listed as 27. Obviously, hB cannot have a score lower then the basic hA score. Similarly, his basic gA score is 59, and his enhanced gB score is 55. Because of his extremely high metric scores Willett’s rank position is not affected, but this glitch is like the canary in the coal mine to warn that far less obvious idiosyncrasies in calculating the various h-index and g-index scores may distort the rankings. 
Only the second  article’ s (Li et al, 2010) major table includes the grades assigned to the academics by the members  of the expert panel. Probably due to space limitations  the12 metric indicators are not ranked so the users don’t see their effect on the rank positions of individual academics. 
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Figure 2. Excerpt from the major table of the article by Li et al (2010)

The ranking in the first paper (Norris and Oppenheim, 2010)  uses the possibly best alternative, the so called dense ranking for situations when two or more academics’ rank positions are the same. In dense ranking (also called 1-2-2-3 ranking) there are no skips in the rank numbers as can be seen clearly in the excerpt from the major table of the first paper (Norris and Oppenheim, 2010). 
This makes much sense as the tie breaker that could be used with the large number of ties in this list (16-19 in the ranking by hA, hB, and hC values and 24-27 in  the ranking by the gA, gB and gC values) could only be the alphabetic position of the academics by their last name through the standard (1-2-2-4) competition ranking or through ordinal (1-2-3-4) ranking. This latter one would be particularly unfair  to authors in a tie  with a last name at the end of the alphabet. For example, Tom Wilson who has  the same basic h-index of 9 as Charles Cole,  would be ranked 32nd , 10 position behind C Cole. Very appropriately, in the first paper (Norris and Oppenheim, 2010) the 101 academics are ranked by the dense ranking algorithm for all the h and g index values. For that reason the rank ranges are 1-16, 1-19, 1-16 for the h-index variants, and 1-24, 1-27, and 1-25 for the g-index variants computed from the different search result sets.
In an unfortunate and ironic twist, however, the narrative part uses examples to illustrate the rank position changes in a confusing way. The problem is that the authors refer in their examples to the standard (1-2-2-4) competition ranking (built in to the RANK function of Excel). It makes the drops and rises in rank positions look much more dramatic, and confuses the readers who see only the dense rank positions of the 101 subjects  whose rank ranges  are much more narrow. The good intention of illustrating the rank position changes backfires. It does not help that Huntington’s name is misspelled four times in a single paragraph as Huntingdon (even if the skilled user can quickly test that this mistake was obviously not made in the actual search). 
“ Feather, for example, has a h-index of 2 when using the General Search (A) citation data, but this changes to 5 when citation data using the Cited Reference Search (B) data is used. In this case, citations to books not indexed by the WoS being counted affect his position, with his ranking rising from 97th to 77th position. [….] Cole has a self-citation rate of 50%, followed by Huntingdon and Jamali who each have self-citation rates of about 41%. The latter two frequently published together as joint authors and hence have almost exactly the same self-citation profile. Whilst Thelwall's ranking is affected by his self-citation rate, Cole, Huntingdon and Jamali were similarly affected. Taking the movement between citation datasets A to C, Cole's ranking drops from 22 to 55, Huntingdon's from 18 to 41 and Jamali's 62 to 92. A similar result is also evident when the movement of g scores is examined, with Thelwall falling 19 places in the ranking, Cole falling 30 places, Huntingdon falling 37 places and Jamali 17 places. “ Once again, the rank positions in the original full table range from 1 to 19 for the three h-indexes, and from 1 to 27 for the three g-indexes.   

The most difficult part of the project must have been the collection of the right master records of, and the right references to the works of the 101 academics. It is impossible to make a perfect search without going through a lot of cycles, checking the records, often the source documents just to discover that the query missed some important master records and/or references, or retrieved wrong records. It may give the wrong impression that  “authors can, for example, using Scopus or the Web of Science quickly calculate their own h-index “(Norris and Oppenheim, 2010). Some authors  can do it about themselves, knowing well their own works, and the most common misspellings of their names in the master records (sometimes in the source journal as happened to me twice in Serials Review) and in the references by others. 
However, in a tenure, promotion or grant application  where much is at stake for the individuals to get accurate results and scores, there are no quick searches, there are only quick and dirty searches as information professionals refer to it. I can’t quote often  enough the outstanding article (Meho and Yang, 2007) which –on the side- measured the time needed for collecting and processing data for 25 library and information science faculty members. On the average it took 4 hours per author to collect and process the data from WoS, 8 hours from Scopus, and 120 (one hundred and twenty) hours from Google Scholar. They had a relatively easy time as 15 faculty members were in the same facility, readily available for information clarification when in doubt. My experience is very similar to these, actually it takes me even more time to do metric analyses for individuals. 

WoS-based metrics

I could only do a very modest spot check related to the WoS metrics reported in these two papers (Norris and Oppenheim, 2010, and Li et al, 2010), so I can’t generalize, especially as the search strategy used by the authors –understandably- was not available in the papers. 
One of my test subjects was Anthony F.J. van Raan, an outstanding expert in scientometrics and research evaluation, ranked by the entire review panel with a median of 4, the highest grade, earned only by 5 of the 101 LIS professionals evaluated. 
I eliminated from the results all his 2009 and 2010 publications and all the citations that any of his  works received in 2009 and 2010, to come as close as possible to the conditions prevailing when the original searches were done by the authors  (between Aug 2008 and March 2009). Ignoring the 3-month of 2009 data  entered into WoS may have reduced the number of legitimate citations, but as it turned out, it was not an issue. 
I also limited the search to those items that had the subject category of Information and Library Science (i.e. excluding his unrelated works about physics), and to journal articles, notes, conferences papers, review articles in Basic Search mode, including however books, book chapters and technical reports  in the Cited Reference Search mode as did the authors. When needed, I restricted the time frame of publication years to 1996-2008. 

Surprisingly, my hA and hB scores for van Raan  with all these filters,  were still  higher than those reported in the two papers: 19 vs 14 for hA, 22 vs 15 for hB, and 18 vs 14 for h-W96 (for the search limited to the 1996-2008 period.  
In this case I searched both modes in WoS by the last name vanRaan without a space, and as van Raan (with a space) – knowing that until 1997 from names with space, hyphen, or apostrophe these characters were removed. I removed the records for papers by van Raan J, and vanRaan J. 
One reason for the differences may be that the authors did not search for these two variant spellings of the last name. In WoS they appear with equal frequency of 27 master records when the above filters are used.  This is just a single example how difficult   it is to formulate the  best search queries and how time consuming it is  to eliminate false hits, without missing all the correct matches of master records, and to mash up the stray references .to them. 
In calculating the hB score I did not spend time with it once I saw that the orphan references, such as those to his co-authored book, the  Handbook of Quantitative Studies of Science and Technology, to his chapter in the Web of Knowledge Festchrift in honor of Eugene Garfield, and to two of his articles already made his hB index higher in my calculation than the one reported in the two papers. 
Scopus-based metrics
It is of no surprise that Scopus produced higher scores for the h-index and g-index when limited to the 1996-2008 time period. The forte of Scopus is exactly that time frame because it started enhancing the master records with cited references from 1996, and it covers many more journals, including LIS journals and Information Management journals that are not covered by WoS and are the most likely to cite the works of LIS professionals. 
The higher metrics scores in Scopus than in the full WoS system are more surprising, as the huge advantage of roughly twice as many cited references in the complete WoS than in Scopus should make the h and g scores higher than in Scopus when no time limit is applied. There are several explanations to this at a closer look. The authors used the 1945-2009 edition of WoS with all the three databases. 
The difference in the cited references for that period is not as huge as in the 1900-2009 edition –to start with. In addition, the project was limited to those LIS professionals who were still active, if not in teaching, in publishing. There are no statistics about the age of the 101 LIS professionals, but a look at the list would suggest that about 35-40% them may have started publishing in the 1980s, but  the rest of them are unlikely to have published papers before the 1990s – so the big advantage of WoS is reduced because of the composition of the sample group. 
An additional reason is the fact that there are differences in the  assignment of document types between Scopus and WoS. The latter has a higher proportion of records that are labeled editorial and those were excluded from the searches calculating the metrics. Steve Harnad, for example,  has nearly twice as large h-index in Scopus than in WoS, even though the two databases have comparable number of records (70 and 75) for Harnad’s papers. But while in WoS only half of the records of Harnad’s paper qualify by document type for calculating the h and g indexes (because of the large number of items labeled as editorial), the overwhelming majority of the Scopus records for Harnad’s papers qualify for the calculation of the metrics, as they are labeled as articles and notes (that Wos stopped assigning decades ago, and Scopus uses them widely).

Google Scholar-based metrics
I did not spot check Google Scholar’s h-index and g index scores for this paper even though the Publish and Perish software would calculate both of them in addition to the dozen of other traditional and new metrics. The reason for this indifference is that the hit counts and the citation counts delivered by Google Scholar are not worth the paper they are printed on. Its metadata remain to be a metadata mega mess (Jacso, 2010), and its citation matching algorithm is worse than those of the cheapest dating services (Jacso, 2006). For the h-index and g-index and the other derivative indexes, such as the newest H-index (Randic, 2009) perfect matching of the references to the master records is a must. Those who are touting their citation metrics in their curriculum vitae and grant applications may be in a surprise when they are asked to show the papers purportedly citing one or two of their most cited papers. WoS and Scopus have some erroneous, phantom  citations, but their citation matching programs are in a very different league than the one of Google Scholar.  
Advocatus Dei
After these thoughts from the advocatus diaboli, I turn into advocatus Dei, the promoter of the cause. Not for the canonization of the exclusively metrics-based evaluation, but the combination of it with the traditional peer review, as Butler(2008) and Harnad (2008) suggested earlier, and Norris and Oppenheim in their current paper.  The RAE series started in spite of huge resistance by academics. It went through several cycles and became an accepted procedure for research evaluation. 
The concept of the h-index (Hirsch, 2005) was widely accepted immediately, but its use showed its shortcomings, and about a dozen h-index-based metrics were developed, after researchers compared its utility to other metrics (Van Raan, 2006, Costas and Bordons, 2007, Bornmann, Mutz and Daniel, 2008, Bornmann, Wallon and Ledin, 2008 . After a few additional cycles, continuous  validation with peer review based rating and rankings, learning from errors, listening to feedbacks, improving procedures, the two options of research evaluation will inform, reinforce and improve each other.  
Very importantly, the authors  concluded that “it would be premature in the extreme to suggest that citation-based indicators such as these could be used as a cost effective alternative to expert judgments”. This is a strong, very realistic and fair statement. Even this recent project’s results are very valuable in spite of the problems mentioned above. They also help to pinpoint the weaknesses of the exclusively peer review-based evaluations, and the potential problems with the metrics-based evaluations of research quality. 
For example, even a cursory look at the peer ranking and metrics-ranking  of Amanda Spink, shows that her W median rank of 2 (of the maximum 4) is absurdly low when she is ranked No. 2 by the hC, gA, gB and gC scores  of WoS. She is 2nd ranked by most of the other metrics and she is never below the 3rd rank. These completely  congruent  metrics-based ranks certainly would inform a committee of her peers that her peer rating  deserves the highest grade. The opposite may also occur, when an academic has significantly lower citation metrics than her peer rating would suggest, and it may turn out during data validation that her name change prior to the review period, was not considered in formulating the search query.

All these experiences can pave the way to create a detailed and very richly illustrated handbook which could help librarians and other information  professionals to run these research quality evaluation searches much more efficiently. Cited reference enhanced database publishers would also pay close attention to such papers as the two just published ones, as they shed light to many of the possible shortcomings of the databases from breadth of source coverage to erroneous or inconsistent data entry – and these would help all the searchers. 
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